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Abstract

An identity embedding validated on photographs may behave differently on generated video. A change in
its similarity distribution can reflect altered visual content, unfamiliar rendering, or an actual change of
subject. This article proposes a transfer assessment that separates those possibilities using independent
judgments and recorded acquisition conditions. ARGUS supplies the motivating generation setting. No
embeddings are computed here. The resulting design treats photographic validation as relevant
background while requiring direct evidence for the interpretation of scores on generated people.

1. The measurement population changes

Recognition systems learn from images produced under particular collection and annotation processes.
Generated imagery can introduce other textures, temporal artifacts, and relationships among facial
features. A scoring system may respond to those properties even when observers continue to recognize the
subject. Conversely, an embedding may remain similar while a generated person changes in a way that
matters to the intended task. Neither possibility can be resolved from the name of the embedding alone.

ARGUS uses organized identity references to support subject-preserving generation (Meng et al., 2026b).
Its evaluation setting therefore connects reference photographs with synthesized observations. The present
article proposes a study of that measurement boundary, without calculating features or assessing ARGUS
outputs. The question is whether a numerical relationship established on one image population continues
to support the same identity interpretation after the observation process changes to generation and motion.

Replication has several levels: a second measurement, a second trajectory, and a second independently
acquired setting are different additions to evidence. Statistical calculations should retain those
distinctions. Heteroskedasticity-robust regression inference concerns unequal conditional variances
(White, 1980); cluster-robust inference concerns dependencies shared within groups (Cameron and
Miller, 2015). The group definition should be justified through the data collection and evaluation process,
and not chosen because it produces a preferred significance result. Unequal group sizes also influence
what a pooled average represents. Reporting both the group count and observation count permits a reader
to see whether the calculation describes common cases, heavily recorded cases, or an explicitly balanced
group population. No variance estimator alone resolves that choice of estimand.

Identity evidence has a sampling structure before any recognition score is calculated. LFW defines a
particular pair-verification protocol (Huang et al., 2008), and the documented scikit-learn loader makes its
prescribed files accessible through a reproducible software interface (Pedregosa et al., 2011). Neither
source turns a pair count into a count of independent subjects or images. Dataset documentation should
identify how references, identities, comparisons, and splits were assembled (Gebru et al., 2021). For
generated video, the analogous record should distinguish a new person from another reference
photograph, another trajectory, or another frame. Each adds evidence along a different dimension. A
transparent report should preserve those links rather than flattening every observation into one score table.
The resulting metadata can support a useful audit even when no images or generated clips are available.
Such an audit describes coverage and organization; it does not itself establish recognition accuracy,
demographic representativeness, or identity preservation in an unobserved video.



2. A transfer study with distinguishable comparisons

A proposed dataset would include reference photographs, held-out real observations where appropriate,
and generated clips associated with declared subjects and instructions. Each item would preserve its
source and processing history. The generated portion should span the output conditions relevant to the
intended claim rather than only attractive demonstrations. Independent judgments would be collected
under a specified information boundary so that the assessment has evidence beyond the automated
representation whose transfer is being examined.

The analysis would compare score behavior conditional on those judgments and observed conditions. A
distributional difference between real and generated images is a useful descriptive observation, but it is
not by itself proof of measurement error. The populations may contain different identity difficulty or
visibility. Matched or stratified comparisons can reduce measured differences, while a sensitivity analysis
should acknowledge remaining selection. No claim of pure rendering causation follows merely from
controlling a few metadata fields.

Threshold selection should be separated from final assessment. A photographic threshold can be retained
to measure its transfer, then compared with a threshold selected using independent generated development
examples. These are different operating policies and should receive distinct results. Repeated frames of
one clip should remain linked. Otherwise a long easy clip can dominate a score distribution and give a
misleading impression of the number of independently supported subject comparisons.

A proposed explanation should be distinguishable from alternative explanations using observations the
study can actually collect. Diagramming the relationships among selection, exposure, measurement, and
outcome makes that requirement explicit (Greenland et al., 1999). The diagram does not establish its own
correctness, but it prevents adjustment choices from remaining invisible. The same transparency is needed
when investigators inspect many endpoints before choosing a narrative. Controlling false discovery
concerns the behavior of a specified testing family (Benjamini and Hochberg, 1995); it is not a general
certificate of scientific validity. Primary endpoints, secondary descriptions, and future mechanism tests
should be named separately. Readers can then assess whether an attractive pattern was predicted,
explored, or merely noticed after the available comparisons were examined.

Discriminative identity representations address a different question from the design of the test population.
FaceNet learns an embedding for verification and related recognition tasks (Schroff et al., 2015). ArcFace
(Deng et al., 2018) and CosFace (Wang et al., 2018) develop margin-based approaches to discriminative
face learning. These methods do not determine which reference views should be supplied to a generator.
Dataset choices also alter the challenge: VGGFace2 emphasizes pose and age variation (Cao et al., 2017),
MegaFace increases the scale of recognition distractors (Kemelmacher-Shlizerman et al., 2015), and
FairFace studies representation across annotated demographic groups (Kérkkéinen and Joo, 2019). Their
relevance is to separate distinct kinds of coverage. Many comparisons of a small reference set cannot
replace missing pose variation or a different population of people. A study should state which identity
measurement it uses, how thresholds are selected, and what the represented cases actually cover. Strong
performance on one protocol does not establish universal validity of the embedding across generated or
stylized subjects.



3. Interpreting score disagreement under generation

Independent human judgments should not be treated as infallible labels. They need clear instructions,
adequate references, and an uncertainty option. Cases in which both the embedding and observers are
unsure are especially relevant to coverage. A transfer report should preserve their frequency rather than
resolving them through whichever labeling convention improves agreement. Additional evidence can help
later, but it changes the assessment setting and should be documented as such.

The analysis should also compare more than one kind of output success. A method can obtain familiar
photographic features by limiting the requested motion or view change. That may improve a photographic
identity score while undermining the generation task. Recording instruction execution and temporal
quality separately makes that tradeoff visible. A decline in one embedding's score during a valid
transformation should not automatically be interpreted as a subject substitution without corroborating
evidence.

The final claim should identify the tested population, evaluator, operating point, and uncertainty
procedure. A favorable result on one generator release does not establish validity on future releases or
every rendering style. Maintaining a small versioned transfer set can reveal when the measurement
relationship changes, although repeatedly tuning to it would eventually weaken its independence. The
proposed study therefore separates development monitoring from a reserved assessment used to
substantiate the principal preservation claim.

Subject conditioning is not identical to measuring the resulting subject. DreamBooth studies
subject-driven generation through model adaptation (Ruiz et al., 2022), whereas IP-Adapter develops
image prompting compatible with text conditioning (Ye et al., 2023). The reference evidence available to
those mechanisms should be matched or explicitly described in a comparison. Generic representations
also have different training purposes: CLIP connects imagery to language (Radford et al., 2021), while
DINO investigates self-supervised visual features (Caron et al., 2021). Either can contribute to a
measurement pipeline, but neither automatically defines human identity across generated motion. A study
should separate input fidelity, recognizability, and obedience to scene instructions. It should also retain
cases in which these objectives conflict. An image-conditioning mechanism can reproduce an accessory
or background very well while leaving a more important identity requirement unresolved. Measuring
those conflicts directly is more informative than declaring every increase in reference similarity a
successful preservation of the person.

The phrase generalization needs an object: another observation of the same source, another source within
the same collection, or a different acquisition process. Each requires a different assessment boundary.
Structured validation makes explicit how correlated observations are assigned across training and
evaluation (Roberts et al., 2017). Selection bias can still arise if the final boundary is repeatedly consulted
while choosing a method (Varma and Simon, 2006). Publishing the split identifiers and the information
permitted during each stage allows the claimed transfer to be checked. When a study proposes a new
architecture but performs only a data audit, it should state that difference directly. Useful evidence about
data coverage does not require pretending that a prediction system has already been trained and externally
validated.

Difficult cases can disappear at several stages: data eligibility, generation, measurement, and final
scoring. Each exclusion changes the population represented by the reported result. Coverage-aware
evaluation makes those decisions visible (Geifman and El-Yaniv, 2017). A confidence score should also
be checked when the input distribution changes, because uncertainty under shift is an empirical property
rather than a guarantee of the model interface (Ovadia et al., 2019). An informative record preserves



failures to produce an output and failures to obtain a valid measurement. Treating either as absent data
without explanation can inflate apparent reliability. A proposed method should state its unsupported
conditions and test the boundary between accepted and rejected cases as carefully as the quality of its
successful outputs.

4. Scope, uncertainty, and independent assessment

Video evaluation should preserve the distinction among identity, temporal behavior, and general visual
appearance. VBench offers a multidimensional approach to video assessment (Huang et al., 2023), while
structural similarity (Wang et al., 2004), learned perceptual metrics (Zhang et al., 2018), and generative
video-distribution evaluation (Unterthiner et al., 2018) provide different kinds of measurements. Their
outputs can disagree for scientifically meaningful reasons. A temporal average may dilute a brief subject
substitution, and a strong reference match may reward a nearly static output that fails to carry out the
requested motion. The test should therefore retain where and when each observation was made. Human
judgments or task-specific measurements may be needed to determine whether a disagreement is
consequential. Combining metrics is reasonable only when the combination's interpretation is explicit. A
total score should not conceal the fact that one component was unavailable or inappropriate for the very
cases motivating the new generation method.

A score is useful only relative to the question it is supposed to answer. Correlation measures a relationship
between varying quantities, whereas agreement concerns the discrepancies produced when one procedure
substitutes for another (Bland and Altman, 1986). Confidence estimates add a further question about
calibration (Guo et al., 2017). These distinctions matter when a learned evaluator becomes the principal
source of evidence about another learned system. The evaluation should preserve examples with
conflicting scores and obtain independent target judgments where feasible. Numerical ranges and
normalization choices should also be documented. An apparently small difference may have a different
practical meaning near a decision threshold than in an unimportant part of the scale. Reporting the
intended consequence gives those comparisons an interpretable purpose.

An evaluation remains comparable only if its inputs and transformations can be identified. The FAIR
principles emphasize persistent identification and reusable scientific metadata (Wilkinson et al., 2016).
Work on machine-learning technical debt highlights how dependencies and hidden couplings accumulate
in a pipeline (Sculley et al., 2015). In this setting, a score should be linked to the exact references,
generation settings, evaluator version, and aggregation rule that produced it. A replacement checkpoint or
a revised eligibility filter may change the scientific question even when the output column keeps the same
name. Preserving such changes in a release record permits later comparisons to be interpreted honestly.
The objective is not maximum documentation volume, but a recoverable account of the decisions that
affect the result.

5. Conclusion

Photographic validation gives an identity metric a starting point, not a complete interpretation on
generated video. The proposed transfer study links score behavior to independent judgments, observed
conditions, and generation-task outcomes. It reports no newly measured shift. Its contribution is a way to
identify whether changed numerical similarities reflect meaningful subject errors, a changed observation
process, or limitations in an evaluator operating beyond the population on which its decisions were
established.
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